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Abstract
Recent advances in the verification of deep neural networks (DNNs) have opened the way for a
broader usage of DNN verification technology in many application areas, including safety-critical ones.
However, DNN verifiers are themselves complex programs that have been shown to be susceptible to
errors and numerical imprecision; this, in turn, has raised the question of trust in DNN verifiers. One
prominent attempt to address this issue is enhancing DNN verifiers with the capability of producing
certificates of their results that are subject to independent algorithmic checking. While formulations
of Marabou certificate checking already exist on top of the state-of-the-art DNN verifier Marabou,
they are implemented in C++, and that code itself raises the question of trust (e.g., in the precision
of floating point calculations or guarantees for implementation soundness). Here, we present an
alternative implementation of the Marabou certificate checking in Imandra – an industrial functional
programming language and an interactive theorem prover (ITP) – that allows us to obtain full
proof of certificate correctness. The significance of the result is two-fold. Firstly, it gives stronger
independent guarantees for Marabou proofs. Secondly, it opens the way for the wider adoption of
DNN verifiers in interactive theorem proving in the same way as many ITPs already incorporate
SMT solvers.
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1 Introduction

As part of the AI revolution in computer science, deep neural networks (DNNs) are becoming
the state-of-the-art solution to many computational problems, including in safety-critical
applications, e.g., in medicine [41], aviation [24] and autonomous vehicles [10]. DNNs are
complex functions, with parameters optimised (or trained) to fit a large set of input-output
examples. Therefore, DNNs are intrinsically opaque for humans and are known for their
vulnerability to errors in the presence of distribution shifts [42]. This raises the question
of the reliability of DNNs in safety-critical domains and calls for tools that guarantee their
safety [15].

One family of such tools are DNN verifiers, which allow to either mathematically prove that
a DNN complies with certain properties or provide a counterexample for a violation [14]. They
are typically based on SMT-solving with bound tightening (Marabou [45]), interval bound
propagation (αβ-CROWN [44]), or abstract interpretation (AI2 [25]). But implementing
these verifiers is only a first step to full safety guarantees. Even complete DNN verifiers are
prone to implementation bugs and numerical imprecision that, in turn, might compromise
their soundness and can be maliciously exploited, as was shown in e.g. [15, 29, 46].

One could consider verifying DNN verifiers directly. However, as Wu et al. exemplify, a
mature DNN verifier is a complex multi-platform library; its direct verification would be close
to infeasible [45]. A similar problem was faced by the SMT solvers community [34, 6, 5, 18].
A solution was found: to produce (and then check) a proof certificate for each automatically
generated proof, instead of checking the verifier in its entirety [33]. The software that
checks the proof certificate is called the proof checker. Ideally, the proof checker should:
a) be significantly simpler than the original verifier and b) yield strong guarantees of code
correctness (i.e. be formally verified). For Marabou, the first half of this research agenda
was accomplished by Isac et al. [27] with proof checking for Marabou being reduced to
the application of the Farkas lemma [43], a well-known solvability theorem for a finite
system of linear equations, along with a tree structure that reflects Marabou’s verification
procedure. However, the proof checker in [27] came with no formal guarantees of its own
correct implementation.

In this paper, we address this problem by deploying the well-established principles of
proof-carrying code [35, 31] and self-certifying code [33]. Namely, we implement formal
proof production from Marabou certificates in the interactive theorem prover Imandra [37].
Imandra can implement – and prove properties of – programs written in a subset of OCaml,
and thus avoids a potential discrepancy between implementation and formalisation. In
Imandra, we obtain a certificate checker implementation that can be safely executed and
proven correct in the same language. Imandra supports arbitrary precision real arithmetic,
and thus does not suffer from floating point imprecision that haunts DNN verifiers. Finally,
it strikes a good balance between interactive and automated proving: i.e., it features strong
automation while admitting user interaction with the prover via tactics. We exhibit the role
of the Imandra checker within the verification process in Figure 1.
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Figure 1 Model of trust: a neural network (DNN) and a property specification verified by a
certificate producing DNN Verifier (e.g. Marabou). The SAT/UNSAT certificate is then checked by
a trusted program in both cases. This paper addresses verification of the UNSAT certificate, using the
ITP Imandra.

Contributions. Reconstruction of full correctness proofs from Marabou certificates rests on
two major results:

Firstly, the Imandra implementation of an algorithm that reconstructs a proof of validity of
Marabou certificates. The latter are given by Marabou proof trees with a DNN verification
query at the root, nodes corresponding to partitions of the search space, and Farkas
vectors at the leaves. We get for free that our implementation of the algorithm is free
from floating point instability, unlike the C++ version in [27].

Secondly, a formal proof of soundness of the algorithm proven in Imandra, that guarantees
that if this algorithm returns UNSAT then indeed the given set of polynomial constraints
at the root of the tree has no solution. This proof relies on a new formal proof of the
DNN variant of the famous Farkas lemma in Imandra.

Finally, we demonstrate that our verified certificate checker can be executed in practice.
We analyze the code complexity, run it on two verification benchmarks, and evaluate its
performance speed against the original certificate checker and verifier [27]. Our results
suggest an expected trade-off between the reliability and scalability of the proof checking
process, with Imandra code taking about 4.56-4.76 times as long as original verification and
checking time, on average.

The paper proceeds as follows. We start with explaining the essence of Marabou certificate
production in Section 2 and introducing the Imandra proof of the Farkas lemma in Section 3.
Section 4 introduces the new certificate checking algorithm in Imandra, and Section 5 proves
its soundness. Finally, Section 6 is devoted to practical evaluation of the verified checker,
and Section 7 concludes the paper.

2 Background

2.1 Deep Neural Networks as Graphs

A DNN is usually defined as a function N : RkI → RkO , with inputs xI = x1, . . . , xkI

and outputs xO = y1, . . . , ykO
. We represent a DNN by a directed, acyclic, connected and

weighted graph (V, E), where V is a finite set of vertices {v1, . . . , vk} and E is a set of
edges of the form {(vi, vj)}, equipped with a weight function w : E → R, and an activation
function av : R → R for each node v. A vertex vi is called an input vertex if there is no vj

s.t. (vj , vi) ∈ E and an output vertex if there is no vj s.t. (vi, vj) ∈ E. The following picture
shows an example of a DNN represented as a graph:

ITP 2025
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We assume that all input vertices are assigned a value, using f(vi) = r ∈ R. For all other
vertices, we define the weighted sum (z) and neuron (f) functions as follows:

z(vj) =
∑

(vi,vj)∈E

w(vi, vj) · f(vi) f(vj) = avj (z(vj)) (1)

Note that in this paper, we will use only two activation functions: rectified linear unit (ReLU),
defined as ReLU(x) = max(x, 0) and the identity function id. However, in principle, this
work can be extended to support DNNs with any piecewise linear activation function.

To cohere with the existing literature, we will use x and y (with indices) to refer to input
and output vertices and xI and xO to lists of input and output vertices. For brevity, we will
call them simply inputs and outputs.

2.2 DNN Verification Queries
Given a variable vector x of size kI , and l, u ∈ RkI , a bound property P (x) is defined by
inequalities lj ≤ xj ≤ uj for each element xj of x. Given a DNN N , an input bound property
P (xI) and a linear arithmetic output property Q(xO), such that P (xI) ∧ Q(N (xI)). If such
xI exists, the verification problem ⟨N , P, Q⟩ is satisfiable (SAT); otherwise, it is unsatisfiable
(UNSAT). Typically, P (xI) ∧ Q(N (xI)) represent an erroneous behavior; thus an input xI
and output N (xI) that satisfy the query serve as a counterexample and UNSAT implies safe
behavior. Although our approach supports any linear property for the output, we focus
on bound properties for simplicity. This definition can be extended to more sophisticated
properties of DNNs, that express constraints on the a DNN’s internal variables [26].

Recall that all DNNs we consider 1.) come with affine (i.e., linear polynomial) weight
functions and 2.) piecewise linear activation functions. As a consequence, any DNN
verification problem can be reduced to piecewise linear constraints that represent the activation
functions, accompanied with a Linear Programming (LP) [17] instance, which represents the
affine functions and the input/output properties. One prominent approach for solving the
DNN verification constraints is using algorithms for solving LP, coupled with a case-splitting
approach for handling the piecewise linear constraints [7, 30].

One example of such a DNN verification algorithm is the Reluplex [30] algorithm, which
extends the Simplex algorithm [17, 21] for solving LP problems. Based on a DNN verification
problem ⟨N , P, Q⟩, the algorithm initiates:

a variable vector x containing variables xI and xO, and fresh variables xz(vi) and xf(vi)
whose values represent weighted sum and neuron functions z(vi) and f(vi) for all vi ∈ V

which are neither an input nor an output. For each node vi ∈ V with the ReLU activation
function, the algorithm initiates an additional fresh auxiliary variable xauxi , to represent
the non-negative difference f(vi) − z(vi).
two bound vectors u, l, giving upper and lower bounds to each element in x. The
values for l and u are generated as follows: values of xI and xO are given directly
by P (xI) and Q(xO). The remaining values of l and u are computed by propagating
forward the lower and upper bounds of xI through N using equations (1) and (2). For
variables xf(vi), xz(vi), xauxi

, we denote their lower and upper bounds lf(vi), lz(vi), lauxi

and uf(vi), uz(vi), uauxi , respectively.
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a matrix A, called tableau, which represents the equations given in (1), with additional
auxiliary equations. It is computed by defining a system of equations of the form:∑

(vi,vj)∈E

w(vi, vj) · xf(vi) − xz(vi) = 0 xf(vi) − xz(vj) − xauxi
= 0 (2)

one for each non-input node vi. In A, we record these coefficients as follows. Let
A ∈ Rm×n, where n is the size of x and m is the number of equations we generated as
in (2). Each entry (k, j) in A contains the coefficient of the jth variable in x in the kth

equation. We then obtain A · x = 0, where · is the dot product, and 0 is the vector of m

zeros.
a set C of ReLU constraints for variables in x, given by xf(vi) = ReLU(xz(vi)) for all
non-input nodes vi, such that f(vi) = ReLU(z(vi)) (as per equation (2)). We call the
variables xf(vi), xz(vi) and xauxi the participating variables of a constraint. We can join
all c ∈ C in a conjunction:

∧
c, and denote the resulting formula by C(x). Intuitively,

C(x) holds if the variables in x satisfy the constraints in C.
The tuple ⟨A, u, l, C⟩ is a DNN verification query, and the tuple ⟨A, u, l⟩ is a linear query.
We use the notation x[xi/a] for substituting the ith element in a vector x by the value a.

▶ Example 1 (DNN Verification Query). Consider the DNN in Section 2.1, the input bound
property P that holds if and only if (x1, x2) ∈ [0, 1]2 and the output bound property Q that
holds if and only if y ∈ [4, 5]. We first obtain x:

x =
[
x1 x2 xz(v1) xz(v2) xf(v1) xf(v2) xaux1 xaux2 y

]⊺ Next, l and u are com-
puted as follows. Firstly, P and Q already give the bounds for x1, x2, y. For the rest, we
propagate the input bounds. We get:

0 ≤ x1, x2 ≤ 1, 0 ≤ xz(v1), xf(v1) ≤ 3, −1 ≤ xz(v2) ≤ 1, 0 ≤ xf(v2) ≤ 1,

0 ≤ xaux1 ≤ 3, 0 ≤ xaux2 ≤ 2, 4 ≤ y ≤ 5 (3)

It only takes to assemble these values into vectors l and u:

u =
[
1 1 3 1 3 1 3 2 5

]⊺
l =

[
0 0 0 −1 0 0 0 0 4

]⊺
To obtain A, we first get all equations as in (2): 2x1 +x2 −xz(v1) = 0, x2 −x1 −xz(v2) = 0,

2xf(v2) − xf(v1) − y = 0, xf(v1) − xz(v1) − xaux1 = 0, xf(v2) − xz(v2) − xaux2 = 0.
The first equation suggests we have coefficients: 2 for x1, 1 for x2 and −1 for z(v1). Because
this equation does not feature any other variables in x, we record zero coefficients for all
other variables; which gives the first row in the matrix A. We continue in the same manner
for the remaining equations:

A =


2 1 −1 0 0 0 0 0 0

−1 1 0 −1 0 0 0 0 0
0 0 0 0 −1 2 0 0 −1
0 0 −1 0 1 0 −1 0 0
0 0 0 −1 0 1 0 −1 0


Finally, the set of ReLU constraints is given by: {xf(v1) = ReLU(xz(v1)), xf(v2) =
ReLU(xz(v2))}.

▶ Definition 2 (Solution to DNN verification query). Given a vector s ∈ Rn, variable
assignment x = s is a solution of the DNN verification query ⟨A, u, l, C⟩ if:

(A · x = 0 ∧ l ≤ x ≤ u ∧ C(x))[x/s] (4)

We define the predicate is_solution(⟨A, u, l, C⟩, s) that returns true if s is a solution to
⟨A, u, l, C⟩. In case C is empty, we will write is_solution(⟨A, u, l⟩, s).

ITP 2025
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2.3 DNN Verification in Marabou
In order to find a solution for a DNN verification query, or conclude there is none, DNN
verifiers such as Marabou [45] rely on algorithms such as Simplex [17] for solving the linear
part of the query (i.e. ⟨A, u, l⟩), and enhance it with a splitting approach for handling the
piecewise linear constraints (i.e. ReLU) in C. Conceptually, the DNN verifier invokes the
linear solver, which either returns a solution to the linear part of the query or concludes
there is none. If no solution exists, the DNN verifier concludes the whole query is UNSAT.
If a solution is provided, then the verifier checks whether it satisfies the remaining ReLU
constraints. If so, the verifier concludes SAT. If not, case splitting is applied, and the process
repeats for every case. For constraints of the form f = ReLU(z), a case-split divides the
query into two subqueries: one enhances the linear part of the query with f = 0 ∧ uz = 0
and the other with aux = 0 ∧ lz = 0. Adding aux = 0 is equivalent to adding xf = xv,
thus by adding the auxiliary variable, case splitting is performed by updating the bounds
(uaux = laux = 0) without adding new equations. Besides splitting over a piecewise linear
constraint, splitting can be performed over a single variable x whose value can either be less
or equal than some constant c ∈ R or greater or equal than the constant; i.e., one subquery
is enhanced with ux = c and the other with lx = c. This induces a tree structure, with nodes
corresponding to the splits. If the verifier answers a subquery, then its node represents a leaf,
as no further splits are performed. A tree with all leaf subqueries are UNSAT corresponds to
an UNSAT query, and inversely a tree with a single SAT leaf corresponds to a SAT query. Note
that in every such UNSAT leaf, unsatisfiability is deduced using the linear part of the query.

Also, note that such a DNN verification scheme heavily relies on a solver for linear
equations, which often manipulates the matrix A, as well as many optimizations and
heuristics for splitting strategy. A proof checker avoids implementing any of those operations.

3 Farkas Lemma for DNN Verification

Recall that the idea of a proof checker assumes that we can obtain a proof witness that
the checker can certify independently. Since a solution to a DNN verification query is a
satisfiability problem, a satisfying assignment serves as a straightforward (and independently
checkable) proof witness of SAT. However, providing a proof witness for the UNSAT case was
an open question, based on the NP-hardness of the problem [40]. The novelty of Isac et al.’s
result [27] was in showing that the Farkas lemma [43] can be reformulated constructively
in terms of the DNN verification problem, and that the vectors in its construction can be
then used to witness the UNSAT proof. We will call this specialized constructive form of the
Farkas lemma the DNN Farkas lemma (cf. § 3.1).

To use the DNN Farkas lemma as part of the verified checker, we need to prove its
correctness in Imandra. Indeed, there exist Mathematical Components [1] proofs of the lemma
in its original form [2, 39]. However, those formalisations rely strongly on comprehensive
MathComp matrix libraries. Other ITP attempts [11, 8, 36] have suggested ways to prove
the Farkas lemma directly in terms of systems of linear polynomial equations (abbreviated
systems of l.p.e. for short), obtaining the original Farkas lemma as a corollary (cf. Figure 2).
We will call this form of the Farkas lemma the polynomial Farkas lemma.

We follow the polynomial approach and prove the polynomial Farkas lemma in Imandra
(UNSAT case only, cf. Theorem 5), obtaining its specialization to the case that refers to the
parameters of the DNN verification problem, referred to as the DNN Polynomial Farkas
lemma (cf. Theorem 6). In this shape, the lemma relates the existence of witnesses of a
certain form to the unsatisfiability of a system of l.p.e. constructed from a DNN verification
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original Farkas lemma polynomial Farkas lemma (UNSAT)
Theorem 5

DNN Farkas lemma DNN polynomial Farkas lemma (UNSAT)
Theorem 6

UNSAT of DNN verification query

Theorem 7

Figure 2 Soundness and known relations between different versions of the Farkas lemma. Boxes
represent lemmas that are proven sound. An arrow from A to B states that the soundness of A

implies the soundness of B. Dotted lines show conjectures; dashed lines show results that were proven
manually; solid lines show those formalized in an ITP. Single black lines indicates previously known
results, double red lines refer to results presented here. We indicate the lemmas that correspond to
each result.

query. To ensure that the checker is sound, it remains to link this unsatisfiability to the
unsatisfiability of the DNN verification query (Theorem 7). These results are shown in red
double lines in Figure 2.

3.1 The DNN Farkas Lemma
To produce proofs of UNSAT for linear queries of the form ⟨A, u, l⟩, Isac et al. [27] prove a
constructive variant of the Farkas lemma that defines proof witnesses of UNSAT:

▶ Theorem 3 (DNN Farkas lemma [27]). Let A ∈ Rm×n, x a vector of n variables and
l, u ∈ Rn, such that A · x = 0 and l ≤ x ≤ u. Then exactly one of these two options holds:
1. SAT: There exists a solution s ∈ Rn such that (A · x = 0 ∧ l ≤ x ≤ u)[x/s] is true.
2. UNSAT: There exists a contradiction vector w ∈ Rm such that for all x, if l ≤ x ≤ u we

have w⊺ · A · x < 0. As w · 0 = 0, w is a proof of the constraints’ unsatisfiability.
Moreover, in the UNSAT case, the contradiction vector can be constructed during the execution
of the Simplex algorithm.

Note that, given a vector s or w, a proof checker can immediately conclude the satisfia-
bility of ⟨A, u, l⟩, while constructing s or w often requires the DNN verifier to apply more
sophisticated procedures [27]. We will prove a polynomial version of this result in Imandra.

3.2 Polynomial Farkas Lemma
Given coefficients α = α0, . . . , αn ∈ Rn+1 and a vector of variables x = (x1, ..., xn), a real
linear polynomial pα(x) of size n is defined as follows: pα(x) := α0 +

n∑
i=1

αixi.

Given x, one can form different polynomials pα1(x), . . . , pαm(x). To simplify the notation,
we write p1(x), . . . , pm(x) to denote m arbitrary polynomials when the concrete choice of
αis is unimportant. We will use q1(x), . . . , qm(x) to denote a potentially different list of
polynomials. A linear polynomial equation is an equation of the form p(x) ▷◁ 0, where ▷◁

is either = or ≥. The following formula defines a system of linear polynomial equations

S(x) := (
K∧

i=1
(pi(x) = 0)) ∧ (

M∧
j=1

(qj(x) ≥ 0)) where K, M are arbitrary natural numbers. We

say that S(x) is satisfied by a vector s ∈ Rn if S(x)[x/s] is true. In Imandra, we use the

ITP 2025
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theorem farkas_unsat (s: system )
(x: var_vect ) (c: certificate ) =

well_formed s x && check_cert s c
==>
eval_system s x = false

[@@by [% use cert_is_neg s c x]
@> [% use solution_is_not_neg s c x]
@> auto] [@@fc]

Theorem 6. (Polynomial Farkas Lemma
(UNSAT case)). If ∃I,C.I(x) + C(x) < 0 then
¬(∃s.eval_system(S(x)), s)

Figure 3 Left: Imandra code for the Polynomial Farkas lemma. The keywords use and auto are
theorem proving tactics of Imandra; the fc annotation instructs Imandra to automatically make
use of the lemma as a forward chaining rule. Note the explicit use of lemmas cert_is_neg and
solution_is_not_neg in the tactic script. Right: pseudocode formulation of the same theorem. In
pseudocode, we assume all elements are well-formed, i.e. the system of l.p.e. is valid w.r.t. x.
In Imandra, we assert this with the predicate well_formed, and the function check_cert checks
whether the provided coefficients build witnesses I,C s.t. I + C < 0. Then eval_system checks if the
assignment x is a solution to the system of l.p.e.

predicate eval_system(S(x), s), which returns true when the vector s is a solution to S(x).
We say the system of l.p.e. S(x) has a solution, denoted SAT, if there exists an s such that
S(x)[x/s] is true. Otherwise, S(x) is UNSAT.

Operations on Polynomials. A polynomial pα(x) with coefficients α = α0, . . . , αn scaled by
a real constant c is defined as the polynomial over x with coefficients cα0, . . . , cαn, and noted
c · p(x). The addition of two polynomials pα(x) and pβ(x) with coefficients α = α0, . . . , αn

and β = β0, . . . , βn respectively, denoted as pα + pβ(x), is a polynomial with coefficients
α0 +β0, . . . , αn +βn. The linear combination of polynomials p1(x), . . . , pN (x) with coefficient
vector c = c1, . . . , cN ∈ RN is defined as the sum of polynomials p1(x), . . . , pN (x) scaled by

the coefficients in c:
N∑

i=1
cipi(x).

We define the conversion function from the DNN verification query form to linear
polynomial equations and inequalities.

▶ Definition 4. Tableau-to-polynomial conversion. Given a DNN verification query ⟨A, u, l⟩
and variable vector x, the conversion function SA,u,l is defined as follows:

SA,u,l(x) :=
m∧

i=0
pα(i)(x) = 0 ∧

n∧
j=0

qβ(u,j)(x) ≥ 0 ∧
n∧

k=0
qγ(l,k)(x) ≥ 0, where (5)

pα(i) is a polynomial whose coefficients are the values in the ith row of the matrix A

(and constant element is 0): pα(i)(x) := p0,ai,1,...,ai,n(x). It encodes the linear polynomial
equations as defined in equation (2).
For all j ∈ [0, n], qβ(u,j)(x) := uj − xj

For all k ∈ [0, n], qγ(l,k)(x) := xk − lk

Note that the coefficients for polynomials qβ(u,j) and qγ(l,k)(x) are sparse, with 0 values
at all indices except for the constant and at the index of xi.

▶ Theorem 5 (Polynomial Farkas Lemma). A system of l.p.e. S(x) :=
K∧

i=1
(pi(x) = 0) ∧

M∧
j=1

(qj(x) ≥ 0) has a solution iff there does not exist: 1. a linear combination I(x) of

p1(x), . . . , pK(x) and 2. a linear combination C(x) of q1(x), . . . , qM (x) with non-negative
coefficients, such that I(x) + C(x) < 0. We call I,C witnesses of UNSAT for S(x).



R. Desmartin, O. Isac, G. Passmore, E. Komendantskaya, K. Stark, and G. Katz 1:9

Goal:
(( not

(( eval_system es x) && ( well_formed es x)
&& es <> [])

==>
( eval_poly ( mk_cert_poly cs es) x) >=. 0.0)

|| (not
(( well_formed es x) && ( check_cert es cs))

==>
( eval_poly ( mk_cert_poly cs es) x) <. 0.0)

|| (( well_formed es x) && ( check_cert es cs)
&& es <> [])

==>
( eval_system es x) = false )

.
Enter waterfall with goal:
fun (cs : real list) (es : expr list)

(x : real list)
-> (( not

(( eval_system es x) && ( well_formed es x)
&& es <> [])

==>
( eval_poly ( mk_cert_poly cs es) x) >=. 0.0)

|| (not
(( well_formed es x) && ( check_cert es cs))

==>

( eval_poly ( mk_cert_poly cs es) x) <. 0.0)
|| (( well_formed es x) && ( check_cert es cs)

&& es <> [])
==>
( eval_system es x) = false )

1 nontautological subgoal .
Subgoal 1:
H0 .(( eval_system es x) && ( well_formed es x) &&

es <> [])
==>
( eval_poly ( mk_cert_poly cs es) x) >=. 0.0

H1 .(( well_formed es x) && ( check_cert es cs))
==>
( eval_poly ( mk_cert_poly cs es) x) <. 0.0

|-------------------------------------------
(( well_formed es x) && ( check_cert es cs) &&

es <> [])
==>
( eval_system es x) = false

But simplification reduces this to true ,
using the forward - chaining rules
eval_const_neg and scale_empty_invariant
and times_neg and times_neg_2 and times_pd

and times_psd

Figure 4 Proof generated by Imandra for Theorem 5 (Figure 3). It is resolved by simplification and
using auxiliary lemmas. Although the application of lemmas cert_is_neg and solution_is_not_neg
(see Table 1) does not appear explicitly, the auxiliary lemmas shown in the proof trace stem from it.

Proof. We prove that witnesses I(x), C(x) and a solution cannot exist simultaneously.
1. Assume there exists c = (c1, . . . , cK) ∈ RK and d = (d1, . . . , dM ) ∈ RM , where dj ≥ 0 for

all dj ∈ d, such that I(x) + C(x) =
∑K

i=1 ci · pi(x) +
∑M

j=1 dj · qj(x) < 0.
2. Furthermore, assume that the system of l.p.e. S(x) has a solution s. Then, for S(x)[x/s]

and for all i ∈ [1, K], pi(s) = 0, so we have
K∑

i=1
ci · pi(s) = 0. Similarly, it implies

that for all j ∈ [1, M ], qj(s) ≥ 0, so we have
M∑

j=1
dj · qj(s) ≥ 0. This means that

K∑
i=1

ci · pi(s) +
M∑

j=1
dj · qj(s) ≥ 0.

Since we postulated that this sum is negative, this leads to a contradiction. ◀

The Imandra code covering one direction of Theorem 5 is given in Figure 3. It is the
only direction needed to prove soundness of our implementation, and corresponds to the top
double box in Figure 2. In Imandra, we define a valid certificate as a linear combination
of the tableau rows which gives a polynomial with all coefficients equal to 0 and a negative
constant. The proof then proceeds by applying two lemmas: cert_is_neg (“a valid certificate
always evaluates to a negative value”) and solution_is_not_neg (“evaluating a certificate
with a solution to the system evaluates to a non-negative value”). Table 1 shows formal
statements of these lemmas. The tactic auto resolves the contradiction in the theorem’s
conclusion. We require that the system and variable vectors have matching dimensions, and
use the predicate well_formed to assert that. Figure 4 gives the interested reader a glimpse
of the completed proof produced by Imandra in response to user prompt given in Figure 3.

Generally, the user interacts with Imandra by supplying a set of automation tactics and
possibly providing missing auxiliary lemmas. The keyword waterfall refers to a famous Boyer-
Moore inductive proof automation approach [12] that is deployed in ACL2 and Imandra [37].
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Table 1 Summary of main lemmas used in proofs of Farkas lemma and Soundness. The notation
in this table follows the one given in Theorem 3 and Definition 4: A is a generic tableau in Rn×m;
x, l, u are vectors in Rn; SA,u,l is the corresponding system of l.p.e; lL, uL, lR, uR are updated
bounds computed by update_bounds.

Sec. Lemma Name Mathematical Statement

§ 3
cert_is_neg If I(x) + C(x) is a polynomial with 0 coefficients and a negative constant,

then ∀s.I(x) + C(x)[x/s] < 0
solution_is_not_neg ∀s s.t. s is a solution to S. I(x) + C(x)[x/s] ≥ 0
tableau_reduction If ∃s s.t. A.s = 0⃗, then s satisfies the equalities in SA,u,l(x)
bound_reduction If ∃s bounded by l and u, then s satisfies the inequalities in SA,u,l(x)

§ 4 relu_split ∀xf , xb, xaux ∈ R such that xf = ReLU(xb) and xaux = xf − xb, either
(xb ≥ 0 ∧ xaux = 0) or (xb < 0 ∧ xf = 0) hold

get_set_nth ∀l ∈ Rn, k ∈ R, i ∈ [0, n − 1].l[li/k]i = k

ith_set_nth ∀l ∈ Rn, k ∈ R, i, j ∈ [0, n − 1] s.t. i ̸= j.l[li/k]j = lj

§ 5 well_formed_preservation If ⟨A, u, l⟩ well-formed w.r.t. variable vector x, then ⟨A, lL, uL⟩ and
⟨A, lR, uR⟩ are also well-formed w.r.t. x.

It dynamically composes tactics that generate induction schemes, perform simplification,
rewriting, generalization and forward-chaining reasoning during proof search. Together with
proofs of auxiliary lemmas the proof of Theorem 5 is nearly 200 lines long.

3.3 Farkas Lemma for DNN Proof Checking
Marabou produces proofs of UNSAT in the form given in Theorem 3, but the Imandra
implementation uses the formulation of the Farkas lemma given in Theorem 5. We need to
prove that Theorem 5 specializes to systems of l.p.e that encode DNN verification queries:

▶ Theorem 6 (DNN Polynomial Farkas Lemma). ∀A, l, u, C If ∃I,C.I(x) + C(x) < 0 then
¬(∃s.eval_system(SA,l,u(x), s)).

To deduce the UNSAT of a DNN verification query from the UNSAT of its equivalent system of
l.p.e., we prove the following Lemma (represented by the lower red double arrow in Figure 2).

▶ Theorem 7 (Sound Application of DNN Polynomial Farkas Lemma). If
¬(∃s.eval_system(SA,u,l(x)), s) then ¬(∃s.is_solution(⟨A, u, l⟩, s).

It is straightforward to see that, by Definition 4, polynomials in SA,u,l have a one-to-one
correspondence to constraints in ⟨A, u, l⟩. However proving this in Imandra was not trivial.
We consider the equations from the tableau rows and the inequalities from the bounds
separately. For the equations, tableau_reduction is proven by Imandra with minimal guidance
by induction on the tableau length. On the other hand, bound_reduction necessitated linking
index-based computations (the bound polynomial for the ith bound is constructed as a
polynomial with a single non-zero coefficient at index i) and recursion-based computation
(e.g. for checking whether a vector is bounded by l and u).

Assembling Theorems 5 and 7, we get that a witness of UNSAT for a system of l.p.e.
constructed from a DNN verification query is sufficient to guarantee that the query is UNSAT.

4 A DNN Certificate Checker in Imandra

Recall that Marabou search induces tree-like structures. The proof production in [27]
constructs a proof tree based on the search trace of UNSAT queries, serving as a witness. We
now introduce an alternative algorithm that checks these proof trees and certifies that the
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type proofTree =
| Leaf of real list
| Node of Split * proofTree * proofTree

type Split = Relu of int * int * int
| SingleVar of int * real

Figure 5 Marabou proof tree as an inductive data type in Imandra.

corresponding DNN verification query is UNSAT. If an error is detected, it can identify the
specific parts of the proof that contributed to the failure. These correspond to search states
where Marabou failed to produce a correct proof.

▶ Example 8 (Marabou Proof Tree Construction). Below is a graphical representation of
a proof tree proving that the query presented in Example 1 is UNSAT and witnessing that
during execution, Marabou performed a single split over the ReLU constraint derived from
v2. The proof contains the tableau A, the bound vectors u, l, and the ReLU constraints C:

⟨A, u, l, C⟩

(aux2 = 0) ∧ (lz(v2) = 0)(f(v2) = 0) ∧ (uz(v2) = 0) [
0 0 1 −2 0

]⊺[
0 0 1 0 0

]⊺
Each leaf contains a contradiction vector for their respective subquery (cf. Theorem 3).

A proof tree t, represented by an inductive type proofTree, can be either a leaf Leaf w or
a non-leaf node Node s tl tr. A leaf Leaf w corresponds to an UNSAT result of the linear part
of a subquery; leaves hence always contain a contradiction vector w : real list. A non-leaf
node Node s tl tr corresponds to a split s: Split and corresponding sub-proof-trees tl and
tr. We consider two kinds of splits: s: Split can be either a case split over a ReLU constraint,
Relu b f aux, where b, f, and aux are the participating variables in the corresponding ReLU
constraint (i.e. the DNN verification query includes xf = ReLU(xb) ∧ xf − xb − xaux = 0),
or a single-variable split SingleVar xi k, performed on a variable xi with a split on value k.

This type guarantees some structural properties but not the full certification of the proof
trees. For example, for Leaf w, w has to be checked to be a contradiction vector for the
corresponding subquery to construct a witness of UNSAT (Theorem 5). During the parsing of
the Marabou proof, we hence check that each ReLU split corresponds to one of the constraints
in the original DNN verification query via the recursive check_tree algorithm (Algorithm 1).

Marabou uses splits to compute tighter upper and lower bound vectors, later used to
prove UNSAT in the proof tree’s leaves. The function update_bounds u l s performs this bound
tightening and yields updated lower and upper bounds for both subtrees:

1 let update_bounds (lbs: real list) (ubs: real list) ( split : Split ):
2 (( real list * real list) * (real list * real list)) =
3 match split with
4 | SingleSplit (i,k) -> ((lbs , set_nth ubs i k), ( set_nth lbs i k,ubs))
5 | ReluSplit (b, f, aux) ->
6 let lbs_l = set_nth lbs f 0. in
7 let ubs_l = set_nth ( set_nth ubs b 0.) f 0. in
8 let lbs_r = set_nth ( set_nth lbs b 0.) aux 0. in
9 let ubs_r = set_nth ubs aux 0. in

10 (lbs_l , ubs_l ), (lbs_r , ubs_r )

In the case of a split on a single variable i with value k, the updated bounds are l, u[ui/k]
and l[li/k], u. In the case of a split on a ReLU constraint of the form f = ReLU(b) ∧ aux =
f − b, the updated bounds are l[lb/0, laux/0] and u[uaux/0] for one child and l[lf = 0] and
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Algorithm 1 Proof tree checking algorithm (check_tree).

1: Inputs: A, u, l, C, T
2: Outputs: {true, false}
3: if T is a leaf, with list of reals w then
4: I,C := mk_certificate(A, u, l, w)
5: if I(x) + C(x) < 0 then
6: return true
7: else
8: return false
9: if T is a non-leaf node, containing Split, T L, T R then

10: ⟨lL, uL, lR, uR⟩ := update_bounds(u, l, Split)
11: if check_tree(A, lL, uL, C, T L)

∧ check_tree(A, lR, uR, C, T R) then
12: return true
13: else
14: return false

u[ub/0, uf /0] for the other. This corresponds to the case analysis of lemma relu_split (see
Table 1). We call the first case inactive phase and the second case active phase of the ReLU
constraint. Note that the order of the phases is fixed during the tree construction; the fixed
order is followed in the bound updating implementation (see lines 4, 12).

The function check_tree(A, u, l, C, t), traverses a proof tree t and given a DNN verifica-
tion query ⟨A, u, l, C⟩ ensures that for all the leaves it is able to build witnesses of UNSAT in
the sense of Theorem 6. It is given in pseudocode (Algorithm 1) and Imandra code (Figure 6).
For a leaf node containing a list of reals w, the procedure mk_certificate computes witness
candidates I(x),C(x) as in Theorem 6, then the algorithm checks whether I(x) + C(x) < 0
(mk_certificate in Figure 6, l. 6). If this check passes, by Theorem 5, I(x),C(x) are witnesses
of UNSAT for the system of l.p.e. SA,u,l(x). By Theorem 7, ⟨A, u, l⟩ is UNSAT as well. For a
non-leaf node with data Split, T L, T R:

the procedure update_bounds computes updated versions of u, l corresponding to the
two phases of the split as described in the previous section (update_bounds, lines 10-11).
recursive calls to check_tree, using the new bounds that correspond to each sub-tree,
check the sub-trees rooted in T L and T R (lines 13-14).

A tree T is certified if all checks pass. The function check_tree(A, u, l, C, T ) implements
Algorithm 1 almost verbatim, with the notable difference in the use of the check_split

function (Figure 6, line 9). It re-iterates the check that ReLU splits indeed correspond to a
known ReLU constraint of the verification query.

The following example shows the execution of this algorithm.

▶ Example 9 (Checking the Proof Tree of Example 8). To certify the proof tree, the algorithm
begins by checking the root node by certifying that the bound vectors of the two children
correspond to the splits uf(v2) = 0∧lf(v2) = 0∧uz(v2) = 0 and uaux2 = 0∧laux2 = 0∧lz(v2) = 0,
i.e., to the two splits of the constraint xf(v2) = ReLU(xz(v2)). Then, it recursively checks
the leaves. It starts by updating uz(v2) = 0, lf(v2) = 0, and uf(v2) = 0 and certifying the
contradiction vector of the leaf: it constructs the system of l.p.e. with equations representing
the tableau A: 2x1 + x2 − xz(v1) = 0, x2 − x1 − xz(v2) = 0, 2xf(v2) − xf(v1) − y =
0, xf(v1) − xz(v1) − xaux1 = 0, xf(v2) − xz(v2) − xaux2 = 0, and the inequalities representing
the bounds l, u. For simplicity, we consider only the inequalities 0 − xf(v2) ≥ 0, xf(v1) − 0 ≥
0 and y − 4 ≥ 0. Then, it constructs the certificate I =

[
0 0 1 0 0

]⊺ · A · x =
2xf(v2) − xf(v1) − y = 0, C = 2(−xf(v1)) + xf(v1) + y − 4. Lastly, it checks that indeed
I + C = 2xf(v2) − xf(v1) − y − 2xf(v1) + xf(v1) + y − 4 = −4 < 0.
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1 let rec check_node ( tableau : expr list) ( upper_bounds : real list)
2 ( lower_bounds : real list) ( constraints : Constraint .t list)
3 ( proof_node : Proof_tree .t): bool =
4 match proof_node with
5 | Proof_tree .Leaf ( contradiction , bound_lemmas ) ->
6 check_contradiction contradiction tableau upper_bounds
7 lower_bounds
8 | Proof_tree .Node (split , bound_lemmas , left , right ) ->
9 let valid_split = check_split split constraints in

10 let (lb_left , ub_left ), (lb_right , ub_right ) = update_bounds
11 lower_bounds upper_bounds split in
12 let valid_children =
13 ( check_node tableau ub_left lb_left constraints left) &&
14 ( check_node tableau ub_right lb_right constraints right ) in
15 valid_split && valid_children

Figure 6 Imandra implementation of check_tree.

The right leaf is checked similarly. Since all nodes pass the checks, the algorithm returns
true, and the certification of this proof tree is complete.

5 Proof of Soundness

This section presents the proof of soundness of the algorithm introduced in the previous
section: given a DNN verification query ⟨A, u, l, C⟩ and the corresponding tree witness of
UNSAT T , if check_tree(A, u, l, C, T ) returns true, then there should exist no satisfying
assignment for ⟨A, u, l, C⟩.

The proof follows a custom induction scheme on the structure of check_tree. We will
first prove the base case, when the proof tree is a leaf (Lemma 10), then the induction step,
when it is a node with children (Lemma 13). The proof for leaves is straightforward thanks
to the Farkas lemma. The case for non-leaf nodes is trickier, as it involves proving that splits
fully cover the DNN verification query solution space. This can be done by proving that
both single variable splits and ReLU splits are covering (Lemmas 12 and 13 respectively).

We first prove that check_tree is correct for proof trees leaves:

▶ Lemma 10 (Leaf checking). If T is a leaf and check_tree(A, u, l, C, T ) returns true

then ¬(∃s.eval_system(SA,u,l(x), s)).

Proof. By the definition of check_tree and Theorems 5 and 7. ◀

For the inductive case, we first prove that tightening bounds according to splits is covering.
We state the definition of boundedness as a conjunction instead of a universally quantified
index to avoid instantiating an index and to allow better automation in Imandra.

▶ Definition 11 (Bound vectors). Let u, l, x ∈ Rn. We say that x is bounded by l and u (and

we write l ≤ x ≤ u) if
n−1∧
i=0

li ≤ xi ≤ ui.

For single variable splits, the following lemma is proven (we omit the proof as it is simple):

▶ Lemma 12 (Single variable splits are covering). Let u, l, x ∈ Rn; i ∈ [0, n − 1]; k ∈ R;
lL := l, uL := u[ui/k], lR := l[li/k], uR := u.

If l ≤ x ≤ u then lL ≤ x ≤ uL ∨ lR ≤ x ≤ uR.

For ReLU splits, recall that for each split with indices b, f, aux, the DNN verification query
includes xf = ReLU(xb) ∧ xf − xb − xaux = 0.
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▶ Lemma 13 (ReLU splits are covering). Let u, l, x ∈ Rn; f, b, aux ∈ [0, n − 1] such that
f ̸= b, f ̸= aux, b ̸= aux; lL := l[lf /0], uL := u[ub/0, uf /0], lR := l[laux/0], uR :=
u[ub/0, uaux/0].

If l ≤ x ≤ u ∧ xf = ReLU(xb) ∧ xf − xb − xaux = 0 then lL ≤ x ≤ uL ∨ lR ≤ x ≤ uR.

Proof. Assuming that l ≤ x ≤ u ∧ xf = ReLU(xb) ∧ xf − xb − xaux = 0 holds, we consider
the cases given by relu_split, see Table 1 for statements of auxiliary lemmas mentioned
below:
1. Case 1: xb < 0 ∧ xf = 0. We prove that for all indices i ∈ [0, n − 1], l[lf /0]i ≤ xi ≤

u[ub/0, uf /0]i, by considering cases according to the value of i.
a. if i = b:

l[lf /0]i
f ̸=b,ith set nth= li

ass.,Def.11
≤ xi

i=b= xb

ass.,leq lt
≤ 0 i=b,get set nth= u[ub/0, uf /0]i

b. if i = f :

l[lf /0]i
i=f,get set nth= 0

ass.
≤ xi

i=f= xf

ass.
≤ 0 i=f,get set nth= u[ub/0, uf /0]i

c. if i ̸= b ∧ i ̸= f :

l[lf /0]i
i ̸=f,ith set nth= li

ass.,Def.11
≤ xi

ass.,Def.11
≤ ui

i̸=f∧i ̸=b,ith set nth= u[ub/0, uf /0]i

2. Case 2: xb ≥ 0 ∧ xaux = 0. We prove that for all indices j ∈ [0, n − 1], l[lb/0, laux/0]j ≤
xj ≤ u[uaux/0]i, we do a similar case analysis on the value of j. The proof proceeds
similarly to Case 1. ◀

Lemma 14 states that if the query corresponding to a parent node in the proof tree has a
satisfying assignment, then this assignment will satisfy one of the child node’s queries.

▶ Lemma 14 (Splits are covering). Let u, l, x ∈ Rn; Split a split, lL, uL, lR, uR are the
bounds computed by update_bounds(u, l, Split).

If there exists s that satisfies ⟨A, u, l, C⟩ then s satisfies ⟨A, uL, lL, C⟩ or s satisfies
⟨A, uR, lR, C⟩.

Proof. Since the bounds are the only parts of the children’s queries that differ from their
parent’s query, proving Lemma 14 only requires to prove that the updated bounds are
covering. This follows from Lemmas 12 and 13. ◀

Lemmas 10 and 14 now allow us to prove the overall soundness of check_tree.

▶ Theorem 15 (Algorithm 1 is sound). If check_tree(A, u, l, C, T ) returns true, then
¬(∃s.is_solution(⟨A, l, u, C⟩, s)).

Proof. We proceed by a functional induction scheme based on check_tree’s definition.
Base case. T is a leaf. By Lemma 10.
Induction step. Let Split be a split, T L and T R be two proof trees and uL, lL, uR, lR be
the bounds obtained from update_bounds(l, u, Split). Our induction hypothesis states that
check_tree is sound for check_tree(A, lL, uL, C, T L) and check_tree(A, lR, uR, C, T R).
We now need to prove that check_tree is sound for check_tree(A, l, u, C, T ), where T is
the proof tree with children T L and T R and split Split.

Assuming that check_tree(A, l, u, C, T ) holds, by definition
check_tree(A, lL, uL, C, T L) and check_tree(A, lR, uR, C, T R) also hold. By the
induction hypothesis, this means that ¬(∃s.is_solution(⟨A, lL, uL, C⟩, s)) and
¬(∃s.is_solution(⟨A, lR, uR, C⟩, s))

By Lemma 14, we conclude that ¬(∃s.is_solution(⟨A, l, u, C⟩, s)). ◀
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theorem check_node_soundness ( tableau : real list list) ( upper_bounds : real list)
( lower_bounds : real list) ( constraints : Constraint .t list) (tree: Proof_tree .t)
(x: real list) =
valid_proof tableau upper_bounds lower_bounds constraints tree
&& well_formed_vector tableau x
==> unsat tableau upper_bounds lower_bounds constraints x

[@@by [% expand " valid_proof "]
@> [% expand " well_formed_vector "]
@> induction ()

@>>| [% use check_node_soundness_full tableau upper_bounds lower_bounds constraints tree x]
@> [% use check_node_parent_imply_check_node_children ( mk_eq_constraints tableau )

upper_bounds lower_bounds constraints tree]
@> [% use well_formed_preservation tableau upper_bounds lower_bounds ( split_of_node tree)]
@> auto]

[ @@disable List.length , well_formed_tableau_bounds , check_node , mk_eq_constraints , unsat , set_nth ,
update_bounds_from_split ]

Figure 7 Proof of Theorem 10 in Imandra: valid_proof calls check_tree, in addition to some
structural checks (e.g. on the tableau dimensions).

Note that the proof assumes that all the query elements are well-formed w.r.t the variable
vector, i.e. the tableau, bounds and variable vector dimensions match, and the proof-
tree splits correspond to the query constraints. In the implementation, we need to prove
that these properties are preserved throughout the inductive steps, with lemmas such as
well_formed_preservation (see Table 1). Even though we need to give such indications, the
custom inductive scheme is derived automatically by Imandra: the user tactic interaction
with Imandra is shown in Figure 7.

6 Evaluation

In this section, we evaluate the new implementation of across two orthogonal axes: first, the
code complexity of its main modules; and second, the performance speed, compared to the
Marabou C++ implementation.

Code Complexity. The overview of the entire formalisation is given in Table 2. In addition
to counting L.O.C., we also count the number of auxiliary lemmas per proof, as they are
the main mode of user interaction with Imandra proof search. We note that, due to the
clever proof production offered by the Waterfall method in Imandra [12, 37], the size of the
human-written code (as exemplified in Figure 3, 7) is much smaller than the actual length of
the corresponding proof (as shown in Figure 4).

Performance Speed. As scalability of DNN verifiers is a major factor within the DNN
verification community [13, 14], any implementation of algorithms should be considered with
respect to its performance. We used the proof producing version of Marabou to solve queries
from two families of benchmarks: (1) collision avoidance (coav), which verifies a DNN with
137 ReLU neurons attempting to predict collisions of two vehicles that follow curved paths at
different speed [22]; and (2) robotics navigation [3] with properties of a neural robot controller
with 32 ReLU neurons. We chose these benchmarks because they provide a large dataset of
UNSAT DNN verification queries that are solvable in a short time. We have disabled some
optimizations within Marabou – proofs of bound tightenings that are derived based on the
ReLU constraints, and thus are not proven directly by using the Farkas lemma [27].

Overall, Marabou has solved all queries and successfully generated UNSAT proofs for 293
coav and 213 robotics queries. For some queries, proofs were not generated due to early
UNSAT deduction during preprocessing. We evaluated the results of 276 coav and 180 robotics
queries, which have proof size smaller than 5MB. All UNSAT proofs were checked by the
native Marabou checker and by Imandra, and both checkers have certified all queries. For
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Table 2 Summary of the entire formalisation. The Table reads as follows: a result A is proven in
module A_mod, which is N lines long, calls M auxiliary lemmas, and depends on libraries as listed.

Result Module name L.O.C Aux.
Lem.

Library Dependencies
(accumulating)

Poly Farkas lemma
(Theorem 5)

farkas.iml 194 21 Imandra Standard Libraries:
Real, List, Polynomials

Sound application of well formed reduction.iml 41 13 farkas.iml, certificate.iml,
DNN polynomial bound reduction.iml 359 arithmetic.iml, util.iml,
Farkas lemma
(Theorem 7)

tableau reduction.iml 356 tightening.iml, constraint.iml,
proof_tree.iml, checker.iml,
bound_reduct_g.iml,
mk_bound_poly.iml

Soundness of leaf
checking
(Lemma 10)

leaf soundness.iml 145 40 sat.iml, split.iml
bound_reduction.iml,
well_formed_reduction.iml,
tableau_reduction.iml

Single variable splits
are covering
(Lemma 12)

single var split soundness.iml 81 10

ReLU splits are relu split soundness.iml 113 18 relu.iml
covering relu case 1 bounded.iml 337
(Lemma 14) relu case 2 bounded.iml 338

Soundness of node
checking

node soundness.iml 78 19 relu_split_soundness.iml, sin-
gle_var_split_soundness.iml

Soundness
(Theorem 15)

checker soundness.iml 71 146 leaf_soundness.iml,
node_soundness.iml

Total: 2113 267

each query, we measured the time it took Marabou to deduce UNSAT (Verification time)
and the time it took the native Marabou and Imandra to check the proofs (Native and
Imandra checking time, respectively). Our evaluation is depicted in Figure 8. For the
coav and robotics benchmarks, on average, Marabou solved the queries in 5.40 and 5.62
seconds, respectively; while its native checker checked the proofs in average of 0.003, 0.03
seconds. Imandra required on average 24.64 and 26.72 seconds, suggesting that, regardless of
network size, Imandra requires time proportionate to the verification time of Marabou. This
hypothesis needs to be further investigated. Furthermore, even though Imandra’s checking
time is considerably slower than Marabou’s, its effect on the overall verification process is of
factor 4.56 × −4.76× slowdown.

Although performance differences are expected due to the use of more precise arithmetic,
our results suggest a crucial trade-off between scalability and reliability. We believe that
some performance difference is due to the use of verification-oriented data structures such as
lists, and thus using optimized structures such as maps may improve speed significantly as
shown in [19], especially in the presence of sparse vectors in DNN Verification queries.

7 Conclusions, Future and Related Work

The nascent field of DNN verifiers faces several challenges, and certification of DNN verifiers
themselves is widely recognized as one of them [15, 45]. Recent work of [27] laid theoretical
foundations for the certification of the DNN verifier Marabou, by connecting its certificate
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producing version with the well-known Farkas lemma. In this paper, we take inspiration from
the proof-carrying code [35, 31] and self-certifying code [33] tradition and propose a framework
that implements, executes, and verifies a checker for certificates produced by Marabou, within
the same programming language, thus obtaining high assurance levels. Moreover, thanks
to Imandra’s native use of infinite precision reals, we avoid the problem of floating point
imprecision in the checker. Evaluating our checker suggests a trade-off between reliability
and scalability. We hypothesize that the differences originate primarily due to the use of
infinite-precision arithmetic and the choice of verification-oriented data structures. We leave
a more detailed analysis for future work.

7.1 Related Work
We hope to encourage further collaboration between verification and programming language
communities. Notable is the recent success of industrial ITPs, such as Imandra [38] and
F* [4, 32]. Such languages are particularly suitable for AI verification, thanks to their
automation and other modern features [20]. Our work opens the opportunity for future
integration of DNN verifiers in these provers and ITPs more generally.

Imandra vs other Provers. In principle, this work could be replicated in other proof
assistants such as Isabelle/HOL, ACL2, Lean, PVS or Rocq, and it could be interesting to
do so. Anecdotally, we find that Imandra’s high level of proof automation, lemma discovery
features, integrated bounded and unbounded verification, and efficient model execution make
it an ideal environment for developing verified tools such as our verified proof checker.

Proof-evidence production for SMT solvers. is a known problem [34, 6, 5, 18], and we
build on some experience in this domain. However, no SMT solver has been verified in an
ITP as far as we are aware, the closest work in this direction comes from ITPs that integrate
SMT solvers for proof automation and can verify the proof evidence [9, 23].

Existing formalisations of the Farkas Lemma. Although our proof of the Farkas lemma
takes into consideration the previous experience in other ITPs [8, 11, 36], it had to include
substantial modifications to cover the DNN case and in particular Imandra Theorem 7 is
original relative to the cited papers. Moreover, we prove Farkas lemma in a polynomial form
(in Section 3). As opposed to the original matrix-based Farkas lemma [43], the polynomial
version yields easier automation in Imandra.
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Figure 8 Comparison of verification, native checking and Imandra checking time. Each point
(x, y) represents the number x of verified/checked instances in y seconds.
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7.2 Future Work
There are a number of directions in which we plan to extend this work.

From Farkas vectors to specifications. We plan to lift the soundness of the checker
(Theorem 15) to the level of DNN verification queries, and, via a certified compilation
procedure, to higher-order specification languages such as Vehicle [16]. This would extend
formal verification to encompass the left-hand-side blocks of Figure 1. Thus, this paper can
be seen as a first step towards developing methods of proof-carrying neuro-symbolic code [31].

Optimisation of Proof Checking. One of Marabou’s key techniques for scaling to larger
verification problems is the use of theory lemmas for dynamic bound tightening. These
lemmas characterize the connections between variables that participate in a ReLU constraint,
and are not proven directly by using the Farkas lemma. This feature is supported by the proof
production in [27]. Although it is possible to run DNN verification queries – and certify their
proofs – without support of these theory lemmas, they are key to scaling to larger verification
queries. We implemented them in Imandra, but certifying their soundness would be the next
logical step to fully support proofs generated by Marabou. While supporting DNNs with
other piecewise-linear activations, such as maxpool and sign, is relatively striaghtforward,
non-linear activations are more challenging: their verification relies on over-approximations,
which Marabou does not currently generate proofs for. This is also grounded in theoretical
results [28].

Verification of cyber-physical systems with DNN components. is another possible appli-
cation for presented results. For this, DNN verifiers need to interface with languages that
can express the system dynamics and/or probabilistic safety properties [16]. The presented
proof production will ensure that any such integration is sound.
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